Understanding The Filter Editor
The filter primitives can be grouped into families by type of function.

There are filters for filling (with images/objects, color, etc.), for combining other filters and sources, and filters for tweaking things in interesting ways.   
A Filter is composed by chaining various filter primitives together.  This is portrayed in the Filter Editor with input connectors.  The interface allows us to draw these input connectors to whichever previous primitive or source we wish.  Start at a triangle shaped input, and just draw it out to your chosen source. 

A filter primitive is not an object, and does not have object attributes (like fill, size, stroke, etc.)

So the normal ways to change attributes on objects won’t work on a filter primitive, since there are no attributes to change.  A filter primitive is just a set of instructions on how to change the input data.   

So, we have to learn to think differently about these filter chains.  For instance, to add color to a chain’s result we would use a color primitive, and then combine it with the rest of our chain using a combining primitive such as Blend, Composite or Merge.

Here are the primitives, grouped by general function.

Fills

· Flood, Turbulence and Image primitives are types of Fill, and don’t depend on their connector input for any Fill data.  They get their Fill data from the settings for the primitive itself (color, image file, turbulence type etc.)  The input connector simply determines the area to be filled. 

· Tile is a bit different, since it fills based on its input.
· There appear to be bugs with pulling images into a filter structure.

Source Graphic/Source Alpha/etc

· An obvious way to introduce an image into a Filter is to base the filter on that image.  This happens automatically when you add the first primitive in a new Filter; its input is set to the Source Graphic by default.  You can also set other primitives to have this Source Graphic as their input; just drag the input over to it.
· Bug: I’ve read that the Background Graphic and Background Alpha bars cannot be used, and I suspect the same applies to the Fill Paint and Stroke Paint bars.  There is I believe, a workaround.
Image

The Image primitive fills the filter with an image, based on what is configured in its filter settings.
· Bug: In the Image primitive, the Selected SVG Element option does not appear to work reliably.  Instead, if you wish to point the Image primitive at an object in your drawing, save that object as an image file, and then use the Image File button in the settings to point to that file on your computer.

Flood

· As the name implies, this filter primitive fills the area with whatever color is set in its settings.

· The area to be filled is determined by what is sent to it in its input.

· The Flood primitive is also a common way to tweak an existing color, by using a Composite or Blend primitive to combine a Flood with another input.
Turbulence
The Type menu can be set to either Fractal Noise or Turbulence. Turbulence tends to have more dramatic dark regions.  Octaves add complexity, but beyond four or five octaves they just become noise.
Tile 
The Tile primitive fills a rectangular region with a repeated input image.  I don’t know if there are bugs.

Combining
You can’t just do things to objects in a filter stack the same way you do them to objects in a drawing. To colorize an item in a filter stack, you might for instance introduce a flood primitive, give it a color, and then combine that flood primitive with another item in your stack.  If you wish to have multiple “objects” in your filter, then you’ll need a way to bring them together in the same filter stack.  
Here are some primitives for combining other primitives.
Merge – Just a simple z-order stacking.  The top input goes on top of the next input, and so on.  The main benefit of the Merge primitive is the extra inputs that are available on demand.  You can combine more than two elements.
Blend (also can generate new colors via combining colors/objects).  Where Composite is more about positional interaction during combining (where to print, how z-order interacts, etc.), Blend is more about combining the colors themselves (gradients, filtering out colors, adding colors together, etc.)
Composite

Composite blends the primitives based on their positions, and on the order of inputs.
Possible modes are:

Over: The upper input's object is placed over the lower input's object. 

    - This is equivalent to the normal way overlapping objects are drawn.

In: The bottom input constrains which part of the top input is visible.

Out: The bottom input determines which part of the top input's object is hidden (as in negative space).

Atop: The bottom object constrains what part of the top object is visible, but the bottom object is also visible.

XOR: The non-overlapping regions of the top and bottom objects are visible. The overlap is not visible.
Arithmetic: The inputs K1, K2, K3, and K4 are used in the equation: 

    result = K1 × i1 × i2 + K2 × i1 + K3 × i2 + K4 to determine the output; 

     i1 and i2 are the input values of the two source objects (inputs).

     So K1 is about the overlapping areas of i1 and i2, K2 is about the i1 areas, K3 is the i2 areas, and 

     I think K4 is about alpha for the whole filter/object.
Tweaking the existing color
Color Matrix

Color Matrix is an array of values (a matrix) that can be changed numerically to increase or decrease red, green, blue or alpha in the existing inputs of those channels.  It maps color values in the existing graphic to other color values.
The essential type is “Matrix”; the other types besides Matrix are just special cases of Matrix settings: 

Saturate, Hue Rotate & Luminance-To-Alpha.  They are, however, useful options.
         From top: Source object, Desaturate, Hue Rotate, 
There are four rows: R, G, B, & A (Alpha).    

          Luminance-to-Alpha, Matrix (swap R & B)
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Five columns: R, G, B, A & E (E for Every column, my own label.)

The columns appear to be about the existing colors or alpha  values of the source input areas.

The rows are for adding/subtracting a specified color or alpha to those areas.

Adding a color in an Alpha column adds that color to areas of more opacity.

Matrix settings examples:

So for example, when a value of 1.00 (max. value) is applied to the first row in the second column, it adds Red to any Green areas.   1.00 in the second row first column adds Green to any existing Red areas.
In the example of the Red/Blue swap, I made four changes. 
In the Red (1st) row: Red column = 0.00, Blue (3rd) col. = 1.00.
In the Blue (3rd) row: Red column = 1.00, Blue column = 0.00.
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These are I believe, the matrix settings used in the Luminance-To-Alpha special case: 

Blue appears to be much more luminant than Red or Green. 
Other Observations:

· A 1.00 in the red/green/blue E column should mean the entire object is fully red/green/blue.     (Note that a region can be fully red and still also have green and/or blue in it.)

· Although you can enter a number > 1, 1 appears to be the max value.  Anything greater is still just 1.

· The values appear to act additively; if you have 0.3 in the green row - green column, and 0.7 in the green row E column, then the green areas will look fully green (and the other colored areas will look significantly (70%) more green than normal.

· Regarding the Alpha row; if the fourth column is at 1, the whole thing is fully opaque.  Same goes for column E.  So if the R column is .2, the A column is .4, and the E column is .4, all red areas should be fully opaque, and other areas should be 80% opaque.

· Also, Ctrl-z is not reliable, can revert several matrix changes in one step.

Component Transfer

While the Color Matrix primitive focuses on existing areas of color, and lessening, increasing or even exchanging those colors, the Component Transfer function focuses on changing a given color according to various attributes of that color, in programmatic ways.

You can apply independent functions to each of the RGB and Alpha input values. 

The following modes for defining the functions are available: Identity, Table, Discrete, Linear, and Gamma. You can mix modes for different channels (e.g. R:Gamma, B:Identity A:Table)
Examples of Component Transfer modes, Alpha changes on the left, RGB changes on the right:

Unfiltered Source Object: Full Yellow everywhere,

Alpha gradient from about 40% to 100% opaque.
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Alpha set to Linear mode; slope of -1, intercept 

set to 1 (full Alpha output at zero Alpha input).
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Alpha set to Gamma mode, with high exponent 

(starts shallow, ends steep) & amplitude > 1 
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Discrete : N (in this case, 4) evenly spaced numbers
set 4 plateau heights with abrupt transitions.
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Table mode: Like Discrete, but the numerical values 

set the values of the intersection points between line segments rather than plateaus.
Unfiltered Source Object: Full Alpha everywhere, 

gradient from Full Red to Full Blue (plus a bit of red)

Red and Blue set to Linear, with steepened slopes of 2 

and intercepts < 0. Since Green and Alpha are constant 

in this source object, their modes don't matter, no impact.

R & B set to Gamma mode, with differing 

amplitudes and exponents. 

R & B are Discrete, with 5 plateaus each, but 

they don't hit in the same places for red and for blue+.

Different tables set for Red and Blue.
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Ways to think about using a Component Transfer primitive: 

Do I want the areas of little alpha, or little red (or green or blue) to show less alpha or red, or more of it?  Do I want the areas of high alpha or red to show more or less of it?  How do I want to get from low values to high values; gradually, abruptly, in discrete jumps?  Do I want the "mid-values" to be more or less inclusive?  Do I want to introduce a high value where there is a low value, but not high values everywhere?

Diffuse Lighting and Specular Lighting

· These two lighting primitives are a specific kind of Color Tweak that simulates light on 3D objects.

· Diffuse lighting illuminates the whole lit surface, like the sun on the moon.

· Specular lighting illuminates a small section of the surface, like a reflected image on a shiny surface.

· The lighting obviously involves color, as in the color of the light, but it also does something else very interesting; it assumes the object is 3D and creates brightness and shadow accordingly, which can give the filtered object a sense of depth.
· These primitives use the Phong Reflection Model (AKA Phong Lighting AKA Phong Shading) which calculates the height of the object (i.e. how far out of the page does it come) based on alpha input; the maximum height is where opacity is maximum (1.0).  This means that you can use opacity/transparency in the object or in previous filter primitives to produce a result with a sense of depth. 
From Wikipedia:
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Other Types of Tweaking

Gaussian Blur

Convolve Matrix (?)

The Convolve Matrix is somewhat difficult to describe.  It is a pixel-based filter (raster in function) that evaluates pixels along with their neighboring pixels.  The changes are therefore most noticeable when the neighboring pixels are quite different, i.e.  the “edges” where color (and perhaps alpha) changes abruptly.
So this filter is used for effects like edge detection, sharpening or blurring, embossing, etc.
The interface provides a kernel matrix, typically 3x3, sometimes 5x5, although you can define other sizes and shapes of kernel matrix.  A 3x3 matrix evaluates each pixel along with the eight pixels around it.  A 5x5 matrix evaluates the target pixel along with pixels that are one or two pixels away from it.

Convolution works by multiplying the values of each surrounding pixel in the existing image by the corresponding matrix cell value in the kernel matrix (including the central pixel itself) and then adding those products together, and setting the central pixel to that resulting value.
So a kernel matrix of zeros with a one in the center doesn’t change anything, and is known as the identity kernel.

The values can be alpha values, color values such as the amount of Red in the pixels, or luminance.

The effects of quite minor changes (a fractional change in one kernel cell’s value for instance) can be quite significant, and larger numeric changes can be overwhelming in impact.  So the interface also includes a “Divisor”, which can be used to mitigate how dramatically the image changes.

A general guideline is to keep the image filter normalized.  This means to set the divisor equal to the sum of values in the kernel cells.  This means the sum of values divided by the divisor equals one.  This will ensure the output image is of the same average brightness as the original image.  
Note that edge detection, which typically results in a mostly black or dark image, does not follow this guideline.  Edge detection kernels have a sum of products that is typically zero.
(Strictly speaking, the divisor does not add any new information that can’t be contained in the cell values themselves; you could simply divide each cell by a would-be divisor, and get the same result.  The divisor really just allows us to use simpler numbers (like integers) in the cells of the kernel matrix.)
There are two ways to approach using this filter.  You can either dive in and play with differing values in your kernel, learning and evolving.  Or you can make use of previous research and utilize kernel configurations that others have identified.   Here are some example kernels.  
The first eight are normalized.   The Sobels and Detection kernels are darker than the original, not normalized.
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Displacement Map

Offset

Morphology (erode and dilate)

· The Morphology primitive “fattens” or “thins” an object in a rough, somewhat randomized way. 
· The Operator attribute can either be Dilate or Erode. 
· The amount of change is controlled by the Radius attribute. It can have independent x and y values.

